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Abstract:
The crime analysis officer/ civic official wanting to track crime activity with the aid of GIS and its vivid imagery is somewhat dependent on the Systems person, tucked away somewhere, geocoding the data, from misspelled, misnumbered, crumpled up hard copy reports with coffee stains on them.  To make the geocoding task easier, and to get that magic 99% hit rate, takes a combination of cleverness, patience, software compatiblity, and caffeine.  And, some preprocessing, achieved using MapBasic commands, Avenue scripts, Access/VBA macros/scripts, and a solid list of common place names.  There may be a data scrubbing operation doing some of this work.  But, in general, the geocoder needs an expert system embedded in a throughly debugged parser, and, some sound/voice recognition capabilities, as well.  Is that what the modern day crime geocoder has?  The presenter will give his not-so-rose-colored look at the state of that art.  Suggestions for improved geocoding engines will be gathered from all attending.

At the end of this talk, one should be better able to understand geocoding and feel better about that 95% hit rate (with two passes) that can now be achieved in geocoding of data. (Cities where wandering cattle designed the street network are excluded, for the most part!)  The “Goldilocks” reality of geocoding success and city size will be addressed.

At this point in the conference the attendees to this session know the basics of geocoding.  Those who deal regularly with this process work with a certain set of tools, depending on which GIS software and platform is being used.  Common to most of these programs is some geocoding engine, looking like an add-on to MapInfo users, and an embedded, mostly proprietary system in ArcView.  This talk will not cover the geocoding in the ArcGIS environment.

The data supplied to the geocoder consists most importantly of addresses.  There must be a street network database, whether derived from the City’s GIS or purchased from a vendor.  Augmenting the geocoding engine’s internal files are such files as a common place name, allowing two type of address conversion.  First of all, a building like a hotel, or park, identified by at least one title in common parlance, has associated with it exactly one street address.  In ArcView, this table can be input as the “Alias” table, a term that can be inappropriate for police work, as that column is bound to appear somewhere else in the data tables, for a much more anthropomorphic purpose.  A second, less common way that a common place name table may be used is to identify a standardized location for a commonly described location.  In Seattle, we have termed some of these entries in a common place name table as “dummy” intersections, for locations that do no truly exist, but are likely to appear as a location.  For example, an overpass of a freeway can be geocoded, once the format of the location entry has been corrected to match the “Alias” entry in the common place name file, to a point that is a true intersection in the same area as that “non-intersection.”  The example R1 in the talk will discuss this situation, as well as the multitude of problems that occur in this situation.

Another item in the geocoding toolbox involves files that are essential for the workings of the geocoding engine, but which may be customized by the savvy geocoder, or his contractee.  In the ArcView world, since there is a database element to the linking of files, one does not plunge naively into the files with just any word processor.  Like the Scouts who are taught to leave the landscape the way it was when they arrived, one must try to do as little damage and/or useful modification as is possible.  The first time an ASCII text file gets saved as a Word document and the analyst can’t understand Why Johnny Can’t Geocode should be the last;  never save as anything more complex than a text file with no control characters other than the necessary ones. 

At this point, we will examine the guts of the “stname.cls” file, which secretly houses the code that determines if the geocoding engine thinks an avenue is an “AV” or an “AVE,” which way your boulevards should be abbreviated, whether PIKE is a street type or a street name or both.

Examples of Geocoding Results and “fixes”

Examples of what you can do with the “Find/Replace” operation

Example FR1

NE N GATE WY & ROOSE.

· take out dot

· replace “N GATE” with “NORTHGATE”

· add “WY” after expanding “ROOSE” to “ROOSEVELT”

· match program supplies the “NE” suffix directional after “WY”

 -----(  NE NORTHGATE WY & ROOSEVELT WY NE

which geocodes with a score of 84.

Example FR2

LK WASHINGTON BLV E & SR 520

· Concatenate “SR 520” to get “SR520”

· Change “LK WASHINGTON BLV E” to “LAKE WASHINGTON BV E” OOPS!  No, because the City GIS has decided to obfuscate on- and off-ramps to freeways, we must do a new replacement:

· Change “LK WASHINGTON BLV E” to “LK WASH BV ON” or “LK WASH BV OFF” with no clue (yet) as to which side of the relevant overpass the officer really had his activity.  An important bit of information is lost, as the accessibility before the overpass is quite different from the accessibility after the overpass.  However, if the “OFF” point is geocoded, then the officer had a chance to make it to the “ON” point, but not vice versa.  At this point, the analyst throws up his hands, runs a Monte Carlo simulation, and picks “LK WASH BV ON” and scores a 73, compared to the 45 score that “LK WASH BV ON” garners, and the 43 score that “LK WASH BV OFF” is awarded, should the cautious but accurate “LKWASH BV E” be entered.  It is not that unlikely to see a Geocoding preference set so that the most accurate score is sent to the rematch file, rather than being “sufficiently” geocoded.  Result?  Take a guess?

Example FR3

I5 ON RAMP & YALE

· Change “I5 ON RAMP” to either “NB I5” or “SB I5”, depending on experience or other data in the record.

· Append “AV” to YALE”, based on look-up table or experience.

· Discover that there is no intersection there. Sooooooooo…..

· Send to manual geocoder.  An intersection matcher may be able to determine that the nearest ramp to Yale Avenue on I5 is Eastlake Av E, or a hunch may lead our pseudo-expert system to select John St as the best candidate.  In all, it is a combination of misinformation, that is not bery useful for someone studying deployment.  Did the officer cross the Interstate from East Precinct to deal with an incident in West Precinct?  Or vice versa?  Did the car stall on the freeway, where the nearest street the officer could see is Yale Ave?  If creating the closest X-Y pair for the incident is most important, than perhaps the officer should give Yale Av E and the nearest perpendicular street, paralleling the freeway, and closest to the side of the freeway on which the stop was made.  To visualize this mess, see the Example FR3.  It is not clear from the immediately available information where exactly the incident occur.  What other information could help?  Of course, knowing that this is a “ROBB” or a “TRAFS” could influence whether the incident is placed on the freeway proper, or on the nearest arterial intersection to the freeway location.  In this case, it is clear from the Primary Unit being from K sector, that the incident occurred in West Precinct, so the likely candidates should be only the intersections on the SB portion of Interstate 5.  Thus, we can eliminate the potential match of “NB I5 & EASTLAKE AV E,” which gets a match score of 73, but we must keep “SB I5 & EASTLAKE AV E.”  Looking at Example R1, we see the actual orientation around that part of Interstate 5.  This process has been a lot of work, and the result has an unsatisfying uncertainty to it.
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Ramp and Freeway Examples:
Example R1:
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The orientation of arterial streets in the vicinity of the Mercer Street onramp to Interstate 5 in Seattle.

In this case, the possible directions of traffic flow may enable proper placement of an incident whose address involves one of the three ramps labeled above.  However, it is unlikely that any “expert” system can be coded to do what an analyst might do in this situation.  There could be some rules in a subprogram that is assigned to all “Mercer Street ramp” incidents, to which a branch in the geocoding engine is guided, based, perhaps, on the home precinct of the officer (primary unit, in Seattle’s data.)

Geocoding reality:

I5 & MERCER

The initial pass of the address, with no scrubbing produced no matches.

Adding a guess that the direction may nave been southbound, and on a ramp, leads to the following offering, “SB I5 & MERCER ST RP,” which gets a score of   .  It seems that the engine can find the “ST” street type rather than the “RP” street type, and there is no match between anything with “I5” in the intersection and “MERCER ST” as the street name-street type pair.  To my relief, with the scoring parameters used in my copy of ArcView, I can enter “SB I5 & MERCER ST OF” and get a passing score of 55 to a match with the true intersection pair of “NB I5 & MERCER ST OFF RP”, as shown in the following figure:
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Note the fact that the street network recognizes the street name of “I5 SB” but the address must be entered as “SB I5” in order to branch to the appropriate set of code.  The “RP” is appended as the street type, as the street name of “MERCER ST OF” matches properly with “MERCER ST OFF.”  Sad to say, until the code is modified, there is no match if the entry is “MERCER ST OFF,” making one wonder about the match process.

Bridge Location Examples:

Example Br1

In this case, with Seattle’s street network, the GIS works in mysterious ways to not only improve on the geocoding offering, but to provide a high match score.  In this example, we look at a bridge that carries an arterial street, named ROOSEVELT WY NE on the north side, and EASTLAKE AV E on the other.  We observe the geocoding for an incident that is given as:

NB/UNIVERSITY BR

Now, the expert geocoder, whether human or software, will pick out that this will most likely be an incident on the Eastlake side of the bridge, or the traffic involved will have been heading across the bridge from that point.  Identifying that there is a “NB & UNIVERSITY BR” as the resulting proffered location, the branching of code to a module that handles University Bridge events will quickly produce the new location to be sent to the geocoding engine as “EASTLAKE AV E & UNIVERSITY” with no “BR” appended, as that is not in our “stnames.cls” as a street type.  For reasons probably not related to voodoo, but a happy confluence of programming by the street network database personnel and the scoring preferences in use, the engine spits back this result:
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The score could be improved by adding the “AV E” to “EASTLAKE,” but we have our candidate, which would still fall under the threshold score for automatic passing of 55, but there is no more time lost in passing this event on.

However, one also discovers that by entering the “BR” street type, a wealth of new data is given in the most likely candidate offered by the geocoding engine:
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Here we have an entirely different, and much more accurate (by 250 feet, the length of the bridge) pair of candidate locations.  And, no surprise, it is one beat and precinct on one side, and another chief’s responsibility on the other.  So, the deployment counters want to see the dot in the right place.  Thus, in a manual process, I would set the dot on the EASTLAKE AV E side of the bridge.

One last caveat – there is not really an on-ramp on the Eastlake Av E side of the bridge, though there is, indeed, an off-ramp, on the other side of the bridge, for the northbound flow.  So, though we get a dot in the correct place, we have created a “virtual” ramp.

Example Br2:
In this example, the problem that may be faced with a bridge and an officer’s uncertainty about how best to describe the location leads to some tough geocoding decisions.

Consider a bridge on the northwest side of Seattle, but across part of an east-west channeling body of water that connects the ocean with Lake Washington, a waterway know as the Ship Canal.  This waterbody separates the North Precinct from the rest of Seattle.  For the example, however, the issue does not involve choice of sides of the bridge and relevant precincts as much as the question of the geocoder having to deal with a non-existent intersection.  Consider:

23RD AV W /GARFIELD BRDGE

The first items for inspection are the orthophotos of the two ends of the bridge:
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East end of the Magnolia Bridge in Seattle
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West end of the Magnolia Bridge in Seattle
The first picture shows the eastern edge of a bridge, which is known as the Magnolia Bridge, not the Garfield Bridge.  There is no good reason to include Garfield Bridge in a table of common place names, if it is a non-existent bridge.  This is a matter for officer training, that the names of local bridges should be known and used on their MDTs.  However, having been given the cross street of 23rd Av W, the geocoder is able to find a proper location.

Be warned first that there is no intersection between 23rd Av W and Magnolia Bridge.  There is a ramp that starts just after the “BR” label in the above orthophoto, and leads down to the level of the marina and 23rd Av W.  At that point where 23rd Av W would go under the bridge, the ramp has a left turn at a stop sign, for exiting traffic, heading to the marina area.  This is a quite reasonable area to expect a crime, and thus the creation of an artificial intersection, what was earlier titled a “dummy” intersection, serves its purpose well.  If the officers stick to reasonable combinations of “Magnolia” and “23rd” in their MDT shorthand, the point should be easily locatable.

Geocoding reality:

Having recognized that the author of this address clearly meant Magnolia Bridge, and not Garfield Bridge, the address that could be presented to the geocoding engine is:

23RD AV W & MAGNOLIA BR

The software does indeed provide an alternative for this intersection, if there is a “BR” entry in the “stnames.cls” file. However, a high score is achieved by entering just “23RD AV & MAGNOLIA,” resulting in a score of 84 and exactly one candidate for matching.
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One small problem with reality – there are often events geocoded at a location of “19th/MAGNOLIA BR,” for example.  There is no intersection, true or dummy, in the middle of the bridge.  However, it is not impossible that a guess at some intermediate cross-street (18th or 19th Av W) “is”where the incident did occur.  Is there a good choice to be made, as far as where to put the point, on the easternmost intersection with the bridge, or the westernmost, or should the point be placed approximately where an “18th Av W” might appear, between the two identifiable streets bordering the bridge, 15th Av W and 23rd Av W?  These questions are not easy to answer.  A manual geocoding will be necessary, or the software must begin branching to code that will check to see which primary unit responded, in hopes that that information better places our dot.  A note for the future state of Seattle data – there will eventually be a way to track immediately any updated report that more accurately identifies the location.  In a coming era where GPS may provide the exact location of the incident, we may have solved all problems with placing bridge or on/off-ramp incidents.  Until then, the typical analyst working on geocoding will best be advised to provide whatever additional processing is available, and then he or she may have to manually select one of the available intersections, based on information from reports or follow-ups.

The last item that is covered in these pages on Examples concerns what will be noted as “spurious” locations.  These are locations that the officer has entered, perhaps in jest, perhaps due to mood, disgust, or whatever.  An example in Seattle might be the Romantica Motel, a low-rent motel on Nowheres Av N, where low-income people might be sheltered, for one reason or another.  Prostitution and drug sales may be providing some of the clientele of this motel.  The data that gets entered on the MDT will appear as “ROMANTICA HOUSE OF SLEAZE,” “ROMANTICA HOVEL,” or some such seemingly hilarious entry.  Unfortunately, the common place name table is not intended to accommodate the whimsy of officers.  It is tedious for the human geocoder to have to re-enter the correct name of this establishment.

Now, a clever search engine that looks for an instance of “Romantica” in the MDT entry will quickly find the one correct possibility for that location, and no manual intervention is needed.  However, somewhere along the line someone has to enter that exact information in the expert system/pattern matching software.  If there are only a few places that get this cavalier treatment on the MDT, then it may be worthwhile entering the appropriate data and commands.

One suggestion that was dismissed was to enter all typed entries into one immense database, and then count on there being a search engine of such great speed that the entirety of all historical MDT entries can be searched, and the appropriate X-Y locations looked up, for any entry in a list of addresses to be geocoded.  Besides the fact that this direction is what the math types like to call an “inelegant solution, “ there must be a better way.

Unfortunately, the best way is for officers to enter accurately, non-whimsically, the locations, as best as they can determine, on that initial 911 call.  In the old days, the data of interest, or, at least, the data was being provided to the Seattle Crime Analysts, was rather exact, because the events were only Part 1 crimes, and all those calls had passed through the dispatchers, and a valid address was assigned to the incident.  Since those earlier days, it has become essential to geocode all events, such as onviews and manual typings on the MDT.  The deployment people, the accountability/COMPSTAT types, and the community/neighborhood policing interests want to know about all the noise complaints, minor traffic incidents, items that greatly increase the number of events to be geocoded while, at the same time, creating much greater likelihood of the location being entered incorrectly or inaccurately.

Seattle trains its officers in the nuances of streets in Seattle, the prefix and suffix directionals, the difference in format for streets versue avenues.  However, the addresses do no appear in those formats, for understandable reasons, as well as for reasons that can only be categorized as a lack of concern.  It is the goal of this presentation to show some of the things that can and are done to ease the geocoder’s burden.  It is hoped that the tips can help on some problems that are faced daily, in trying to get a 99% hit rate on the geocoding.

The future of geocoding
Technology moves on, at paces far beyond what City budgets can assimilate.  A GIS software vendor may change the paradigm on their basic geographic entities, just as every precinct finally acquired a license and public terminal on which the officers could view GIS data, using what suddenly has become an outdated, perhaps unsupported, version of the GIS.  But there is no reason that we geocoders can’t ask for the next generation to do more of what we want to have, as far as operations and capabilities.

The Virtual 911 Center

One can imagine that, with current voice recognition software, an interface between officer and map might involve a cleverly-coded application, which might force the officer to give a valid address for the cases he has logged that day, before he may head home.  Certainly, a GIS analyst could begin to build this application, using ViaVoice or some other package, by speaking unknown addresses to the software, in variations that represent possible candidates, until the software acknowledges a set of matches has been achieved.  Presumably, time spent in entering and testing the variations through typed commands exceeds the time that would be spent in “conversation” with the voice-recognition program.  Eventually, the officer in the patrol car can be left with the responsibility of convincing the Virtual 911 software that a valid address has been submitted.

Fuzzy logic and current geocoding

The ArcInfo/ArcView packages have had embedded geocoding engines for more than 10 years that can treat partial matches to valid addresses, using fuzzy logic, to come up with potential candidate locations.  While it is not the place in this presentation to explore the use of fuzzy logic, it can be said that the geocoder’s lot has been made much easier by this ability to deal with inaccurate, inexact address data, to fill in such missing items as prefix/suffix directionals and street types, in providing a set of candidate address locations and scores, without the analyst having to type in additional fields beyond what arrived in the MDT-spawned data.

Accuracy in geocoding

There are a number of issues concerning how accurate the address that is geocoded may be.  In cases where there is no address appearing in a street number range that would encompass the given street number, the analyst may try one of two things.  One option is to find the nearest street range that does exist to the given house number.  If the address doesn’t exist on the 2100 block but does exist on the 2000 block, one alternative is to modify the address number to the closest number in that valid range.  Thus, an entry of 2101 Main St that does not exist could be accurately located, for most purposes, by a dot at 2199 Main St.  However, in practice, one needs to identify the fact that this is not the address that appeared on the MDT entry.  An option is to mark the address has being in a hundred block, in this case the 2000 block of Main St.  Appending a “B” to the house number notifies anyone that this is not an exact address, and does not seem to upset the ArcView geocoding engine.  And to get the most accurate indication on the map, the above example might be geocoded as “2099B Main St,” allowing the point to appear at nearly the same location as what was originally entered.  Note that maintaining the odd or even nature of the house number ensures that the incident will at least map on the correct side of the street.

Disclaimers

By now, all law enforcement GIS personnel have learned that there should be a disclaimer on any maps that are distributed, warning about the potential inaccuracies in the mapped data, due  mostly to the existence of improperly entered data in the address field.  The Seattle Crime Analysis Unit uses this disclaimer:

“All rights reserved.  No guarantee of any sort, express or implied, to include accuracy or fitness for use.”

Those who use the data regularly know the limitations, as far as accuracy.  It will not be until the data is presented for public viewing that a more exactly worded disclaimer will inform those using the data as to the potential inaccuracies as well as the fact that the actual locations will have been “smeared,” to assure the necessary levels of confidentiality for citizens whose residences may appear on the map.

Typical Problem Areas
Large polygonal tracts that are known by a unique common place name, such as universities, or large shopping malls, or expansive parks, will often only have one address assigned to that name.  Thus, though a hot spot can accurately be identified to that region, there is little help in identifying a specific part of that large polygon where the crime activity may be clustering.

The failure to assign proper directional prefixes or suffixes may create erroneously geocoded data, although the use of additional data fields, such as primary unit responding, may pin down which directional is correct.  Automating this check may require some programming that may not be immediately available to the police analyst.

Future Solutions

The arrival of GPS for daily police work will change many ways of operation in the law enforcement and emergency management communities.  The many-decimal-place accuracy achievable with the latitude and longitude readings from any standard-use GPS transceiver will provide (perhaps) too much accuracy, at least for achieving aggregate statistics on individual addresses.  I can foresee an ugly-looking piece of code that will gather all the lat/longs for a parcel and do an exhaustive enumeration (helped a bit by indices, sure) on the night’s call data, to actually determine after many megachunks that there are three hot spots in beat X.  Sometimes simple is better.  The purpose of the talk is to provide an understanding of geocoding as it currently resides on the average city crime analyst’s desktop.  Our problems are different, easier, if the departments allot the resources to keep the engine running smoothly.
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